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Abstract. The Polyagent is a new modeling construct that represents each 
entity in the domain by a set of agents. A single persistent avatar maintains the 
system’s overall model of the entity in question, and generates a stream of 
transient ghosts to explore various issues of interest to the agent. These ghosts 
may be applied in a variety of ways. We have used them extensively to explore 
alternative futures that the avatar may follow, but they can also be used to 
evaluate plan structures, compare the usefulness of alternative organizations of 
documents for retrieval by different analysts, or perform other combinatorially 
challenging domains. A common thread behind various applications of 
polyagents is that the ghosts explore different "if-then" scenarios that guide the 
decisions made by their avatar. Each ghost explores a possible trajectory for the 
avatar, which then chooses its behavior based on the experiences of its ghosts.  

1   Introduction 

People often support decisions by thinking through the consequences of alternative 
courses of action—in effect, by simulating them mentally. In fact, one of the major 
uses of simulations is as decision-support aids.  

Software agents can also use simulation to guide their decisions. That is, they may 
run a model of the world to see what might happen under various decision 
alternatives, then make the decision that leads to the most desirable outcome. Such 
simulation can be either equation-based or agent-based. Our focus here is on agent-
based simulation,1 in which software agents representing the domain entities are 
situated in a representation of the environment and interact with the environment and 
with one another, acting out a possible trajectory of the future. The agent responsible 
for making a decision activates an agent-based simulation of the domain, and chooses 
an action based on the evolution of that simulation. 

This approach to decision-making is complementary to a number of other decision 
mechanisms. By way of contrast, consider several such mechanisms that are popular 
in research on AI and autonomous agents. 

                                                           
1 Elsewhere [40] we discuss the benefits of agent-based modeling over simulation-based 

modeling; more recently, see [44]. 
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Derivational methods, such as rule-based reasoning and theorem proving, derive 
consistent conclusions from axioms and inference rules such as modus ponens or 
modus tolens. These methods require translating the domain into a set of well-formed 
symbolic expressions with truth values that are amenable to formal manipulation. 
This translation process, an aspect of knowledge engineering, can be time-consuming 
and error-prone.  

Constraint-based methods also work with sets of statements about the domain, 
but in this case the emphasis is on finding values for variables in these statements that 
satisfy certain conditions, rather than on deriving new statements from them. 
Constraint-based methods fall into two broad categories. Constraint satisfaction seeks 
a set of assignments to the variables that makes all of the statements true, while 
constraint optimization associates a cost function with conflicts among statements and 
seeks a set of assignments that minimizes the overall cost.  

Both derivational and constraint-based methods favor a static world, in which the 
truth values of the statements on which they rely can be assumed to remain constant. 
By contrast, game theoretic methods explicitly model the interaction between two 
adversarial reasoners. They evaluate the distinct strategy choices on each side, but 
require enumeration in advance of all possible choices, and make two assumptions 
about the adversaries that may not be true: that the adversaries know the payoffs of 
the various options, and that they make their decisions rationally. Iterated game-
theoretic methods can be viewed as a version of simulation, but one that focuses on 
the players’ strategies and minimizes the impact of the environment. 

These approaches are valuable tools in the decision-maker’s kit. But they have 
certain fundamental limitations that agent-based simulation can avoid. 
1. Spatial irreducibility  recognizes the intractability of logical analysis of spatial 

constraints on a domain-independent, purely qualitative representation of space or 
shape [7, 8]. While sophisticated representations of spatio-temporal information 
are available (e.g., [29, 46]), relevant reasoning about geometrically constrained 
problems still requires direct measurements on a spatial model. Such reasoning is 
much more natural using a simulation whose environment embeds the required 
topological structure. 

2. Process irreducibility [14] means that for systems beyond a certain (very low 
[52]) level of complexity, direct emulation is the most efficient approach to 
predicting their evolution. Formal logical systems are rife with intractability 
barriers [9] that require either restricting their application to small problems or 
weakening the expressiveness of the underlying logical formalism. Simulation 
works with an iconic representation of the domain rather than a symbolic one, and 
avoids the formal logical operations that lead to intractability.  

3. Dynamic uncertainty means that nonlinear interactions among domain entities 
can generate uncertainty, even if the states and configuration of the entities are 
precisely known. Two successive runs of the same system may not yield the same 
outcome. The problem is not external noise or nondeterminism, but the sensitive 
dependence of an iterated nonlinear system on initial conditions. Classical 
reasoning methods are either deterministic or propagate the uncertainty in the 
inputs through to the outputs. Simulation can emulate the generation of dynamic 
uncertainty and estimate its impact, if it includes an explicit model of how the 
environment actively integrates the actions of various entities [26]. 
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These issues make simulation a valuable tool for decision-making. The agent 
facing a decision runs a simulation of the domain, and consults its results to inform 
the choice that it makes.  

This chapter describes a particular construct for multi-agent modeling, the 
polyagent, that encapsulates the technique of simulation-based decision-making. The 
construct is highly imitative, drawing from concepts from a number of disciplines, 
including computer science, biology, and physics. In the next section, we define the 
polyagent. In Section 3, we describe its use in several application domains. In Section 
4, we outline directions for further research, and conclude in Section 5, summarizing 
the multidisciplinary inspirations for the polyagent. 

2   The Polyagent Model 

In spite of the benefits of simulation as a decision tool, it faces a significant challenge. 
This section articulates this challenge, motivates two basic principles involved in the 
construct, then outlines in detail the polyagent architecture and the environment in 
which it operates, and discusses related research.  

2.1   A Challenge for Simulation-Based Decision Making 

Simulation faces an important challenge compared with more traditional decision 
mechanisms. The logical formalisms on which those mechanisms are based impart a 
certain generality to their conclusions. A run of a simulation is just that, a single run, 
with no way to generalize it. Particularly if the simulation permits the generation of 
dynamic uncertainty, multiple runs must be made to sample the possible outcomes of 
the scenario. The necessary number of runs is much higher than one might initially 
think. 

Imagine n + 1 entities in discrete time. At each step, each entity interacts with one 
of the other n. Thus at time t its interaction history h(t) is a string in nt. Its behavior is 
a function of h(t). This toy model generalizes many domains, including predator-prey 
systems, combat, innovation, diffusion of ideas, and disease propagation.  

It would be convenient if a few runs of such a system told us all we need to know, 
but this is not likely to be the case, for three reasons. 
1. We may have imperfect knowledge of the agents’ internal states or details of the 

environment (for example, in a predator-prey system, the carrying capacity of the 
environment). If we change our assumptions about these unknown details, we can 
expect the agents’ behaviors to change. 

2. The agents may behave non-deterministically, either because of noise in their 
perceptions, or because they use a stochastic decision algorithm.  

3. Even if the agents’ reasoning and interactions are deterministic and we have 
accurate knowledge of all state variables, nonlinearities in decision mechanisms 
or interactions can result in overall dynamics that are formally chaotic, so that 
tiny differences in individual state variables can lead to arbitrarily large 
divergences in agent behavior. A nonlinearity can be as simple as a predator’s 
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hunger threshold for eating a prey or a prey’s energy threshold for mating. This 
process is responsible for the generation of dynamic uncertainty. 

An equation-based model typically deals with aggregate observables across the 
population. In the predator-prey example, such observables might be predator 
population, prey population, average predator energy level, or average prey energy 
level, all as functions of time. No attempt is made to model the trajectory of an 
individual entity. This aggregation can leads to serious errors in the results of such a 
model [44].  

An ABM explicitly describes the trajectory of each agent. In a given run of a 
predator-prey model (for example), depending on the random number generator, 
predator 23 and prey 14 may or may not meet at time 354. If they do meet and 
predator 23 eats prey 14, predator 52 cannot later encounter prey 14, but if they do not 
meet, predator 52 and prey 14 might meet later. If predator 23 happens to meet prey 
21 immediately after eating prey 14, it will not be hungry, and so will not eat prey 21, 
but if it did not first encounter prey 14, it will consume prey 21. And so forth. A 
single run of the model can capture only one set of many possible interactions among 
the agents.  

In our general model, during a run of length t , each entity will experience one of nt  
possible histories. (This estimate is of course worst case, since domain constraints 
may make many of these histories inaccessible.) The population of n + 1 entities will 
sample n + 1 of these possible histories. It is often the case that the length of a run is 
orders of magnitude larger than the number of modeled entities (t  >> n).  

Multiple runs with different random seeds offer only a partial solution. Each run 
only samples one set of possible interactions. For large populations and scenarios that 
permit multiple interactions on the part of each agent, the number of runs needed to 
sample the possible alternative interactions thoroughly can quickly become 
prohibitive. In the application described in Section 3.3, n ~ 50 and t  ~ 10,000, so the 
sample of the space of possible entity histories actually sampled by a single run is 
vanishingly small. We would need on the order of t  runs to generate a meaningful 
sample, and executing that many runs is out of the question. 

We need a way to capture the outcome of multiple possible interactions among 
agents in a few runs of a system. Polyagents are one solution to this problem. In 
essence, each agent uses a lower-level multi-agent system representing itself to 
explore alternative futures in guiding its decisions. 

2.2   Two Big Ideas 

The next few sections explain the polyagent modeling construct. To help motivate it, 
we begin by introducing two concepts that it embodies: environmentally-mediated 
interactions, and continuous short-length prediction. 

2.2.1   Environmentally-Mediated Interactions 
Because of dynamic uncertainty, we need to explore many possible futures. 
Computational expense is a major obstacle to such exploration with conventional 
agent-based models, and much of this expense is due to the cost of computing direct 
agent-to-agent interactions. 
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Social insects achieve complex coordination tasks with very limited processing 
resources, by means of stigmergy [11] (coordination through a shared environment 
rather than by direct interaction). Many insect species deposit and sense chemicals, 
known as pheromones, in their environment. A species might have a vocabulary of 
several dozen such chemicals. The strengths of the resulting fields reflect the 
frequency with which individuals that deposit them have been at the deposit location, 
and are sufficient to generate a wide range of cooperative behaviors among the 
organisms, including generation of minimal path networks and construction of 
complex three-dimensional nests [30]. 

Insects construct their pheromone fields using chemicals in a physical 
environment. We use a digital pheromone field, consisting of scalar variables 
localized in a structured digital environment. This field reflects the likelihood that the 
class of agent that deposits that particular flavor is present at a given space-time 
location. Each agent’s field is generated by a swarm of representatives, or “ghosts,” 
that build up the field by their movements and make their own decisions on the basis 
of the fields generated by other agents. Thus agents’ decisions take into account a 
large number of possible interactions in a single run of the system. 

2.2.2   Continuous Short-Range Prediction 
Pierre-Simon Laplace was confident that to an observer with enough information 
about the present and sufficient computing capability, no detail of the future could 
remain hidden [24]. His optimism foundered on the sensitivity of nonlinear processes 
to initial conditions. Nonlinearities in the dynamics of most realistic systems drive the 
exponential divergence of trajectories originating close to one another. 

In many applications, we can replace a single long-range prediction with a series of 
short-range ones. The difference is between driving a car in the daytime and at night. 
In the daytime, one may be able to see several miles down the road. At night, one can 
only see as far as the headlamps shine, but since the headlamps move with the car, at 
any moment the driver has the information needed to make the next round of 
decisions.  

In physical systems, one typically describes the systems with vector differential 
equations, e.g., )(xf

dt
xd �
�

= . At each moment, 

we fit a convenient functional form for f to 
the system’s trajectory in the recent past, and 
then extrapolate this fit (Fig. 1, [20]). 
Constant repetition of this process provides a 
limited look-ahead into the future. The 
process can be applied in reverse as well, 
allowing us to project from a series of 
current observations into the past to recover 
likely historical antecedents of the current 
state. This program is straightforward with a 
system described numerically. The 
architecture described in the next few 
sections applies it to agent behavior. 

 

Fig. 1. Tracking a Nonlinear Dynamical 
System. a = system state space; b = 
system trajectory over time; c = recent 
measurements of system state; d = short-
range prediction. 
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2.3   The Architecture 

Each polyagent represents a single domain entity. It consists of a single avatar that 
manages the correspondence between the domain and the polyagent, and a swarm of 
ghosts that explore alternative behaviors of the domain entity. Sometimes it is useful 
to consider the swarm of ghosts in their own right, as a delegate MAS. Let’s discuss 
each of these concepts in more detail. 

2.3.1   Avatar 
The avatar corresponds to the agent representing an entity in a conventional multi-
agent model of the domain. It persists as long as its entity is active, and maintains 
state information reflecting its entity’s state. Its computational mechanisms may range 
from simple stigmergic coordination (coordination that is mediated by a shared 
environment) to sophisticated BDI reasoning. A typical polyagent model incorporates 
multiple polyagents, and thus multiple avatars.  

The avatar observes its ghosts to decide on its own actions. Depending on the 
application, it may simply climb the aggregate pheromone gradient laid down by its 
ghosts, or evaluate individual ghost trajectories to select those that maximize some 
decision criterion. For example, in a military application, it may select the trajectory 
offering the least risk, or the greatest likelihood of success. (The two are often not the 
same!) 

Avatars may also deposit digital pheromones directly. For example, in a military 
application, an avatar modeling a target will emit a target pheromone that attracts the 
ghosts of units seeking to attack that target, even if the target avatar does not use 
ghosts to plan its own movements (a situation that obtains when the target is 
stationary). 

2.3.2   Ghosts 
Each avatar generates a stream of ghost agents, or simply ghosts. Ghosts typically 
have limited lifetime, dying off after a fixed period of time or after some defined 
event to make room for more ghosts. The avatar controls the rate of generation of its 
ghosts, and typically has several ghosts concurrently active.  

Ghosts explore alternative possible behaviors for their avatar and generate a digital 
pheromone field recording those possible behaviors for reference by other agents. The 
field is a function of both location and time, increasing as ghosts make their deposits 
and decreasing through a constant background evaporation that removes obsolete 
information. Each ghost chooses its actions stochastically based on a weighted (not 
necessarily linear) “combining function” of the strengths of the various pheromone 
flavors in its immediate vicinity, and deposits its own pheromone to record its 
presence. A ghost’s “program” consists of its combining function, the vector of 
weights defining its sensitivity to various pheromone flavors, and any other 
parameters in its combining function. The ghost simply climbs the gradient defined by 
the output of the combining function. 

Having multiple ghosts multiplies the number of interactions that a single run of 
the system can explore. Instead of one trajectory for each avatar, we now have one 
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trajectory for each ghost. If each avatar has k concurrent ghosts, we explore k 
trajectories concurrently. But the multiplication is in fact greater than this. 

The digital pheromone field supports three functions [1, 31]: 
1. It aggregates deposits from individual agents, fusing information across multiple 

agents and through time. In some of our implementations of polyagents, avatars 
deposit pheromone; in other, ghosts do. Aggregation of pheromones enables a 
single ghost to interact with multiple other ghosts at the same time. It does not 
interact with them directly, but only with the pheromone field that they generate, 
which is a summary of their individual behaviors. 

2. It evaporates pheromones over time. This dynamic is an innovative alternative to 
traditional truth maintenance in artificial intelligence. Traditionally, knowledge 
bases remember everything they are told unless they have a reason to forget 
something, and expend large amounts of computation in the NP-complete 
problem of reviewing their holdings to detect inconsistencies that result from 
changes in the domain being modeled. Ants immediately begin to forget 
everything they learn, unless it is continually reinforced. Thus inconsistencies 
automatically remove themselves within a known period.  

3. It propagates pheromones to nearby places, disseminating information.  
This third dynamic (propagation) enables each ghost to sense multiple other agents. 

If n avatars deposit pheromones, each ghost’s actions are influenced by up to n other 
agents (depending on the propagation radius), so that we are exploring in effect n*k 
interactions for each entity, or n2*k interactions overall. If individual ghosts deposit 
pheromones, the number of interactions being explored is even greater, on the order 
of kn. Of course, the interactions are not played out in the detail they would be in a 
conventional multi-agent model. But our empirical experience is that they are 
reflected with a fidelity that is entirely adequate for the problems we have addressed. 

Pheromone-based interaction not only multiplies the number of interactions that we 
are exploring, but also enables extremely efficient execution. In one application, we 
support 24,000 ghosts concurrently, faster than real time, on a 1 GHz Wintel laptop.  

The avatar can do several things with its ghosts, depending on the application. 
·  It can activate its ghosts when it wants to explore alternative possible futures, 

modulating the rate at which it issues new ghosts to determine the number of 
alternatives it explores. It initializes the ghosts’ weight vectors to define the 
breadth of alternatives it wishes to explore. 

·  It can evolve its ghosts to learn the best parameters for a given situation. It 
monitors the performance of past ghosts against some fitness parameter, and then 
breeds the most successful to determine the parameters of the next generation.  

·  It can review the behavior of its swarm of ghosts to produce a unified estimate of 
how its own behavior is likely to evolve and what the range of likely variability is. 

2.3.3   Delegate MAS 
The avatar-ghost relationship encapsulates the notion of an agent’s using simulation 
to inform its decisions. An avatar’s ghosts are in fact conducting a simulation of the 
domain to inform the avatar’s next decision. The swarm of ghosts is a multi-agent 
system in its own right. Because it performs a service for its avatar, it can be 
described as a “delegate MAS” [12, 13]. Fig. 2 summarizes the unification of the 
polyagent and delegate MAS model, discussed in more detail elsewhere [37]. 
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2.4   The Environment 

The stigmergic 
coordination among 
ghosts requires an 
environment within which 
they have a well-defined 
location at any time. The 
importance of the 
environment is not limited 
to swarming agents. Even 
more complex agents are 
limited by the active role 
that the environment plays 
in integrating their actions, 
and inattention to this detail can lead to erroneous results [26]. In addition, the 
topology of the environment enables agents to limit their interactions to a subset of 
other agents, and thus to avoid the computationally explosive task of interacting with 
all other agents. 

The simplest environment for stigmergic agents is a manifold, such as the surface 
of the earth. This is the environment in which the biological antecedents of stigmergy 
first developed. It offers a number of benefits, including uniformity in the structure of 
the topology seen locally by agents (typically, a lattice), and the existence of a well-
defined metric. 

Manifolds are natural environments for polyagents, but by no means the only 
feasible topologies. The factory scheduling applications discussed in Section 3.1 use a 
process graph, in which the nodes are process steps and the links indicate the order in 
which they may be performed. In such a structure, different nodes may have different 
numbers of successors, so that an agent’s local view of the topology changes from one 
node to the next. In addition, there may be no well-defined metric on such a graph. In 
spite of these shortcomings, our experience shows that polyagents can function 
effectively on such a structure. 

In our current implementation, the environment consists of a “book” of pheromone 
maps, one for each time step of interest. Thus the strength of the pheromone from an 
avatar’s ghosts at a given location on a given page reflects the collective estimate of 
the avatar’s ghosts that the avatar will be at that location at that time. In some 
applications, this period includes the recent past as well as the future through which 
prediction is desired. As ghosts move ahead in time, they advance from one page to 
the next. All agents share a single book, since the pheromone maps are the only 
means available for ghosts of different agents to interact with one another. 

2.5   Related Work 

Our polyagent bears comparison with several previous multi-agent paradigms, two 
varieties of enhanced simulation, and three other uses of the term “polyagent.” 

 
Fig. 2. Each Polyagent is the combination of an Avatar and 
one or more delegate MAS. Each delegate MAS may render a 
specific service for the Avatar, and the Avatar may use a 
combination of delegate MAS to handle a single one of its 
concerns. 
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2.5.1   Polyagents and Multi-Agent Paradigms 
Polyagents are distinct from the common use of agents to model different functions of 
a single domain entity. For example, in ARCHON [51], the domain entity is an 
electrical power distribution system, and individual agents represent different 
functions or perspectives required to manage the system. In a polyagent, each ghost 
has the same function: to explore one possible behavior of the domain entity. The 
plurality of ghosts provides, not functional decomposition, but a range of estimates of 
alternative behaviors.  

Many forms of evolutionary computation [17] allow multiple representatives of a 
single entity to execute concurrently, to compare their fitness. In these systems, each 
agent samples only one possible series of interactions with other entities. Pheromone-
based coordination in the polyagent construct permits each ghost to adjust its behavior 
based on many possible alternative behaviors of other entities in the domain. 

Similarly, the multiple behaviors contemplated in fictitious play [23] take place 
against a static model of the rest of the world. 

Like the polyagent, ant-colony optimization [5] uses pheromones to integrate the 
experiences of parallel searchers. The polyagent’s advance is the notion of the avatar 
as a single point of contact for the searchers representing a single domain entity. 

2.5.2   Polyagents and Simulation 
The need to consider multiple possible futures is widely recognized. Polyagents 
address, in a more systematic fashion, three simulation techniques that have been used 
by others: repeated stochastic simulation, recursive simulation, and multitrajectory 
simulation. 

Reference [45] cites an unpublished study at the University of the German Federal 
Armed Forces showing that repetitions of a stochastic model offer comparable 
accuracy to a deterministic model. This approach reflects the stochastic nature of 
ghost reasoning, but each entity in a run still experiences only one possible trajectory 
of the other entities, rather than the distribution over possible trajectories that the 
digital pheromone field presents to polyagents. 

Recursive simulation [10] occurs when one simulation invokes another in support 
of a local decision. Previous implementations of this idea invoke recursive simulation 
only in support of some agent decisions, and the lower-level simulation is another 
instance of the same simulation model that invokes it, with restricted scope. Polyagent 
avatars base all of their decisions on lower-level simulations, which run in a 
stigmergic world of reduced dimensionality to enable computational efficiency. 

Polyagents compute multiple futures concurrently in a single run. This technique, 
called multitrajectory simulation, has also been explored by Gilmer and Sullivan [18]. 
Their approach evaluates possible outcomes at each branch point stochastically, 
selects a few of the most likely alternatives, and propagates them. This selection is 
required by the high cost of following multiple paths, but avoiding low-probability 
paths violates the model’s ergodicity and compromises accuracy [19]. Polyagents 
avoid this problem, in three ways. 1) They sample the futures it extends from the 
distribution of all possible futures, and so does not automatically prune low-
probability paths. 2) The highly efficient numerical execution of ghosts lets them 
explore more paths than can qualitative simulators. 3) Newly developed methods for 
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analyzing the effective state space of a polyagent model let us monitor the model’s 
coverage dynamically and correct it if it becomes skewed. 

It is important to situate the polyagent construct with regard multimodels [6, 53], 
which Fishwick et al. [6] define as employing “more than one model, each derived 
from a different perspective, and utilizing correspondingly distinct reasoning and 
simulation strategies” (emphases ours). The several ghosts representing a single 
avatar are identical, other than (possibly) their weight vectors. When the weight 
vectors vary, one might view the ghosts as having “different perspective(s),” and thus 
as forming a multimodel. However, they all use the same “reasoning and simulation 
strategies,” and (unlike multimodels) can be deployed with identical weight vectors, 
in order to explore alternative futures that can arise from trajectory divergence. 
Multimodels emphasize differences within the models themselves, while polyagents 
emphasize differences in behavior resulting from nonlinearities in interactions among 
the agents. This difference corresponds to the broader distinction between systems of 
multiple BDI agents, where the intelligence resides in the individual agents, and 
swarming systems, where the intelligence emerges from interactions among the 
agents.  

2.5.3   The Term “Polyagent” 
The term “polyagent” is our neologism for a set of software agents that collectively 
represent a domain entity and its alternative behaviors. The term is used in three other 
contexts that should not lead to any confusion.  

In medicine, “polyagent therapy” uses multiple treatment agents (notably, multiple 
drugs combined in chemotherapy).  

Closer to our domain, but still distinct, is the use of the term by K. Kijima [21] to 
describe a game-theoretic approach to analyzing the social and organizational 
interactions of multiple decision-makers. For Kijima, the term “poly-agent” makes 
sense only as a description of a system, and does not describe a single agent. In our 
approach, it makes sense to talk about a single modeling construct as “a polyagent.” 
This sense is related to the human systems discussed on http://www.polyagent.org . 

The term “polyagent” is also used in theoretical archaeology to describe (roughly) 
an entity that participates in multiple processes [27]. 

3   Some Applications of Polyagents 

In this section, we describe some specific applications of polyagents and delegate 
MAS’s. 

3.1   Factory Scheduling and Control 

The first application of polyagents was to real-time job-shop scheduling [1]. We 
prototyped a self-organizing multi-agent system with three species of agents: 
processing resources, work-pieces, and policy agents. Avatars of processing resources 
with different capabilities and capacities and avatars of work-pieces with dynamically 
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changing processing needs (due to re-work) jointly optimize the flow of material 
through a complex, high-volume manufacturing transport system. In this application, 
only the avatars of the work-pieces actually deploy ghosts. The policy agents and 
avatars of the processing resources (machines) are single agents in the traditional 
sense. 

In a job shop, work-pieces interact with one another by blocking access to the 
resources that they occupy, and thus delaying one another. Depending on the 
schedule, different work-pieces may interact, in different orders. Polyagents explore 
the space of alternative routings and interactions concurrently in a single model. 

Work-piece avatars currently loaded into the manufacturing system continuously 
deploy ghosts that emulate their decision processes in moving through various 
decision points in the manufacturing process. Each of these decisions is stochastic, 
based on the relative concentration of attractive pheromones in the neighborhood of 
the next decision point. These pheromones are actually deposited by the policy agents 
that try to optimize the balance of the material flow across the transport network, but 
they are modulated by the ghosts. Thus, an avatar’s ghosts modulate the pheromone 
field to which the avatar responds, establishing an adaptive feedback loop into the 
future. 

The avatars continuously emit ghosts that emulate their current decision process. 
The ghosts travel into the future without the delay imposed by physical transport and 
processing of the work-pieces. These ghosts may find the next likely processing step 
and wait there until it is executed physically, or they may emulate the probabilistic 
outcome of the step and assume a new processing state for the work-piece they are 
representing. In either case, while they are active, the ghosts contribute to a 
pheromone field that reports the currently predicted relative load along the material 
flow system. When ghosts for alternative work-pieces explore the same resource, they 
interact with one another through the pheromones that they deposit and sense.  

By making stochastic decisions, each ghost explores an alternative possible routing 
for its avatar. The pheromone field to which it responds has been modulated by all of 
the ghosts of other work-pieces, and represents multiple alternative routings of those 
work-pieces. Thus the ghosts for each work-piece explore both alternative futures for 
that work-piece, and multiple alternative interactions with other work-pieces. 

Policy agents that have been informed either by humans or by other agents of the 
desired relative load of work-pieces of specific states at a particular location in turn 
deposit attractive or repulsive pheromones. Thus, through a local adaptive process, 
multiple policy agents supported by the flow of ghost agents adapt the appropriate 
levels of pheromone deposits to shape the future flow of material as desired. 

By the time the avatar makes its next routing choice, which is delayed by the 
physical constraints of the material flow through the system, the ghosts and the policy 
agents have adjusted the appropriate pheromones so that the avatar makes the “right” 
decision. In effect, the policy agents and the ghosts control the avatar as long as they 
can converge on a low-entropy pheromone concentration that the avatar can sample. 

Factory scheduling has also been a fertile application area for delegate MAS’s [12, 
13, 47, 48]. The issuing agents (“avatars” in the polyagent model) are PROSA 
(Product-Resource-Order-Staff Agent) [49] agents . All PROSA agents have 
counterparts in reality, which facilitates integration and consistency (indeed, reality is 
fully integrated and consistent). The main PROSA agents in the MES are:  
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·  Resource agents reflecting the actual factory. They offer a structure in cyber space 
on which other agents can virtually travel through the factory.  

·  Order agents reflecting manufacturing tasks.  
·  Product agents reflecting task/product types. 

Both resource agent and order agents issue delegate MAS. A single agent may 
have several delegate MAS. Each delegate MAS has its own responsibility.  

Resource agents use a delegate MAS to make their services known throughout the 
manufacturing system. Ant agents collect information about the processing 
capabilities of resources while virtually traveling through the factory. These feasibility 
ants deposit this information (pheromone) at positions in cyber space that correspond 
to routing opportunities.  

Each order agent is an issuing agent for a delegate MAS in which exploring ants 
scout for suitable task execution scenarios. In addition, each order agent is an issuing 
agent for a second delegate MAS that informs the resource agents of its intentions: 
Intention ants regularly reconfirm bookings for slots at resources (Fig. 3). Specific 
manufacturing execution systems employ additional delegate MAS to deliver case-
specific services [47].  

 

 
Fig. 3. Intention ants notify resource agents about the intentions of their respective order agent 
to occupy resources at a specific time slots in the near future. Resource agents use this 
information to self-schedule. 
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3.2   Vehicle Routing 

Two pressures require that path planning for robotic vehicles be an ongoing activity. 
1) The agent typically has only partial knowledge of its environment, and must adapt 
its behavior as it learns by observation. 2) The environment is dynamic: even if an 
agent has complete knowledge at one moment, a plan based on that knowledge 
becomes less useful as the conditions on which it was based change. These problems 
are particularly challenging in military applications, where both targets and threats are 
constantly appearing and disappearing. 

In the DARPA JFACC program, we approached this problem by imitating the 
dynamics that ants use in forming paths between their nests and food sources [30]. 
The ants search stochastically, but share their discoveries by depositing and sensing 
nest and food pheromone. Ants that are searching for food deposit nest pheromone 
while climbing the food pheromone gradient left by successful foragers. Ants carrying 
food deposit food pheromone while climbing the nest pheromone gradient. The initial 
pheromone trails form a random field, but quickly collapse into an optimal path as the 
ants interact with one another’s trails. 

The challenge in applying this algorithm to a robotic vehicle is that the algorithm 
depends on interactions among many ants, while a vehicle is a single entity that only 
traverses its path once. We use a polyagent to represent the vehicle (in our case, an 
aircraft) whose route needs to be computed [35, 42]. As the avatar moves through the 
battlespace, it continuously emits a swarm of ghosts, whose interactions mimic the ant 
dynamics and continuously (re)form the path in front of the avatar. These ghosts seek 
targets and then return to the avatar. They respond to several digital pheromones:  
·  RTarget is emitted by a target. 
·  GNest is emitted by a ghost that has left the avatar and is seeking a target. 
·  GTarget is emitted by a ghost that has found a target and is returning to the avatar. 
·  RThreat is emitted by a threat (e.g., a missile battery). 

Ideally, the digital pheromones are maintained in a distributed network of 
unattended ground sensors dispersed throughout the vehicle’s environment, but they 
can also reside on a central processor, or even on multiple vehicles. In addition, we 
provide each ghost with Dist, an estimate of how far away the target is. 

In general, ghosts are attracted to RTarget pheromone and repelled from RThreat 
pheromone. In addition, before they find a target, they are attracted to GTarget 
pheromone. Once they find a target, they are attracted to GNest pheromone. A ghost’s 
movements are guided by the relative strengths of these quantities in its current cell 
and each neighboring cell in a hexagonal lattice. It computes a weighted combination 
of these factors for each adjacent cell and selects stochastically among the cells, with 
probability proportionate to the computed value. 

Each ghost explores one possible route for the vehicle. The avatar performs two 
functions in overseeing its swarm of ghosts. 
1. It integrates the information from the several ghosts in their explorations of 

alternative routes. It observes the GTarget pheromone strength in its immediate 
vicinity, and guides the robot up the GTarget gradient. GTarget pheromone is 
deposited only by ghosts that have found the target, and its strength in a given 
cell reflects the number of ghosts that traversed that cell on their way home from 
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the target. So the aggregate 
pheromone strength estimates the 
likelihood that a given cell is on a 
reasonable path to the target. 

2. It modulates its ghosts’ behaviors 
by adjusting the weights that the 
ghosts use to combine the 
pheromones they sense. Initially, 
all ghosts used the same hand-
tuned weights, and differences in 
their paths were due only to the 
stochastic choices they made in 
selecting successive steps. When 
the avatar randomly varied the 
weights around the hand-tuned values, system performance improved by more 
than 50%, because the ghosts explored a wider range of routes. We then allowed 
the avatar to evolve the weight vector as the system operates, yielding an 
improvement nearly an order of magnitude over hand-tuned ghosts [41]. 

We tested this system’s ability to route an aircraft in simulated combat [35]. In one 
example, it found a path to a target through a gauntlet of threats (Fig. 4). A centralized 
route planner seeking an optimal path by integrating a loss function and climbing the 
resulting gradient was unable to solve this problem without manually introducing a 
waypoint at the gauntlet’s entrance. The polyagent succeeded because some of the 
ghosts, moving stochastically, wandered into the gauntlet, found their way to the 
target, and then returned, laying pheromones that other ghosts could reinforce.  

Another experiment flew multiple missions through a changing landscape of 
threats and targets. The figure of merit was the total surviving strength of the Red and 
Blue forces. In two scenarios, the aircraft’s avatar flew a static route planned on the 
basis of complete knowledge of the location of threats and targets, without ghosts. 
The routes differed based on how 
closely the route was allowed to 
approach threats. A third case used 
ghosts, but some threats were invisible 
until they took action during the 
simulation. Fig. 5 compares these three 
cases. The polyagent’s ability to deal 
with partial but up-to-date knowledge 
both inflicted more damage on the 
adversary and offered higher 
survivability than preplanned scripts 
based on complete information.  

Route planning shows how a 
polyagent’s ghosts can explore 
alternative behaviors concurrently, and 
integrate that experience to form a 
single course of action. Since only one 
polyagent is active at a time, this work 

 
Fig. 4. Gauntlet Routing Problem 

 
Fig. 5. Real-Time vs. Advance Planning.—
“Script” is a conservative advance route based 
on complete knowledge. “Script narrow” is a 
more aggressive advance route. “Ghost” is the 
result when the route is planned in real time 
based on partial knowledge 
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does not draw on the ability of 
polyagents to manage the 
space of possible interactions 
among multiple entities. 

In a similar vein, delegate 
MAS’s have been applied to 
the problem of traffic control 
for conventional vehicles [16, 
50], in an experimental traffic 
control system that proactively 
tries to predict and avoid road 
congestion. Each car in the 
system is represented by a task 
agent, while road segments and 
crossroads are represented by 
resource agents. Task agents 
use resource agents to book a 
certain road in advance trying 
to avoid road congestion. 
Three types of delegate MAS 
are used: (i) resource agents issue feasibility ants to gather information about the 
underlying environment (which roads lead to which destinations). (ii) task agents 
issue exploration ants to gather information about the costs of possible routes; (iii) 
task agents issue intention ants to book the best possible route. A booking must be 
refreshed regularly to maintain the reservation.  

The delegate MAS approach has been applied to the Leonard crossroad, a well-
known Belgian congestion point between the Brussels Ring and the E411 Motorway 
(Fig. 6). Tests for a realistic morning peak scenario show a reduction of 26% of 
congestion time for an increase of only 4% of extra traveled distance. 

3.3   Prediction 

The DARPA RAID program [22] focuses on the problem of characterizing an 
adversary in real-time and predicting its future behavior. Our contribution to this 
effort [38] uses polyagents to evolve a model of each real-world entity (a group of 
soldiers known as a fire team) and extrapolate its behavior into the future. Thus we 
call the system “the BEE” (Behavior Evolution and Extrapolation). 

Fig. 7 is an overview of the BEE process. Ghosts live on a timeline indexed by t  
that begins in the past at the insertion horizon and runs into the future to the 
prediction horizon. t  is offset with respect to the current time t. The timeline is 
divided into discrete “pages,” each representing a successive value of t . The avatar 
inserts the ghosts at the insertion horizon. In our current system, the insertion horizon 
is at t  - t = -30, meaning that ghosts are inserted into a page representing the state of 
the world 30 minutes ago. At the insertion horizon, the avatar samples each ghost’s 
rational and emotional parameters (desires and dispositions) from distributions to 
explore alternative personalities of the entity it represents. The avatar is also 

 

 
Fig. 6. A car at the circle (at the bottom right) has three 
possible routes: straight ahead, left, and straight on and 
then right. In the current situation, the car follows the 
route straight ahead, which has the minimal cost. 
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responsible for estimating its entity’s goals (using a belief network) and instantiating 
them in the environment as pheromone sources that constrain and guide the ghosts’ 
behavior. In estimating its entity’s goals and deliberately modulating the distribution 
of ghosts, the avatar reasons at a higher cognitive level than do the pheromone-driven 
ghosts. 

Each page between the insertion horizon and t  = t (“now”) records the historical 
state of the world at its point in the past, represented as a pheromone field generated 
by the avatars (which at each page know the actual state of the entity they are 
modeling). As ghosts move from page to page, they interact with this past state, based 
on their behavioral parameters. These interactions mean that their fitness depends not 
just on their own actions, but also on the behaviors of the rest of the population, 
which is also evolving. Because t  advances faster than real time, eventually t  = t 
(actual time). At this point, the avatar evaluates each of its ghosts based on its location 
compared with the actual location of its corresponding real-world entity.  

The fittest ghosts have three functions.  
1. The avatar reports personality of the fittest ghost for each entity to the rest of the 

system as the likely personality of the corresponding entity. This information 
enables us to characterize individual warriors as unusually cowardly or brave. 

2. The avatar breeds the fittest ghosts genetically and reintroduces their offspring at 
the insertion horizon to continue the fitting process. 

3. The fittest ghosts for each entity run past the avatar's present into the future. Each 
ghost that runs into the future explores a different possible future of the battle, 
analogous to how some people plan ahead by mentally simulating different ways 
that a situation might unfold. The avatar analyzes the behaviors of these different 
possible futures to produce predictions of enemy behavior and recommendations 
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Fig. 7. Behavioral Emulation and Extrapolation. Each avatar generates a stream of ghosts that 
sample the personality space of its entity. They evolve against the entity’s recent observed 
behavior, and the fittest ghosts run into the future to generate predictions 



Polyagents: Simulation for Supporting Agents’ Decision Making      17 

for friendly behavior. In the future, the pheromone field with which the ghosts 
interact is generated not by the avatars, but by the ghosts themselves. Thus it 
integrates the various possible futures that the system is considering, and each 
ghost is interacting with this composite view of what other entities may be doing. 

The first and third functions are analogous to the integrating function of the avatars 
in route planning, while the second is analogous to the modulation function. 

This model has proven successful both in characterizing the internal state of 
entities that we can only observe externally, and in predicting their future behavior. 
[38] details the results of experiments based on multiple wargames with human 
participants. We can detect emotional state of entities as well as a human observer, 
but faster. Our prediction of the future of the battle is also comparable with that of a 
human, and much better than a “guessing” baseline based on a random walk. 
RAID [32] 

4   Future Research 

At present, polyagents are an effective technique for agent-based modeling and 
simulation, but their theoretical foundations offer a rich and open field for future 
study, and they have the potential for even broader application. 

4.1 Theoretical Opportunities 

As with any novel software technology, initial applications of polyagents rely heavily 
on experimentation. Our work so far has identified a number of directions for 
theoretical and engineering development to make their application more systematic. 

Pheromones as Probabilities.—Polyagents enable parallel exploration of multiple 
possible behaviors of the avatar because ghosts interact with digital pheromones laid 
down by ghosts of other avatars. These pheromones may be interpreted (up to a 
normalizing constant) as a probability field over the avatar’s possible behavior. This 
interpretation relies heavily on the boundedness of pheromone fields under constant 
deposit and evaporation [1], which makes global normalization well-defined. In 
addition, for many ghost decisions (selecting among alternative destinations), all that 
matters is relative probabilities across the neighborhood of cells being considered, 
which requires only local knowledge of pheromone concentrations in those cells. 
Further theoretical exploration of the notion of pheromones-as-probabilities will open 
the door to integrating polyagents with more traditional probabilistic reasoning 
systems. 

Parameter Analysis.—Polyagents are rife with parameters, all of which need to 
be tuned. Some can be tuned by the avatar, as it modulates the generation of ghosts. 
Others need to be configured when the system is initialized. Still others may be varied 
by the ghosts themselves. A disciplined analysis of the kinds of parameters, the 
mechanisms available for tuning them, and the sensitivity of an application to their 
values is an ongoing need. A foundation for this agenda is well-defined metrics that 
can be applied to the behavior of ghosts. We have made some progress in this area in 
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defining formal similarity metrics over bundles of trajectories [34], and features such 
as the option set entropy over ghost decisions [2]. 

Dynamics.—Any look-ahead mechanism in a highly non-linear domain is subject 
to divergence of trajectories, imposing a prediction horizon beyond which further 
projection is worthless. We have reported preliminary evidence of such horizons [33], 
but much work remains to be done. In particular, there appears to be some similarity 
between the performance of a polyagent over various time horizons and the 
performance of the minority game, a simple model of resource allocation, over 
different history lengths. Understanding this similarity may greatly strengthen our 
application of both models. More generally, the prediction horizon is an example of 
an emergent behavior [43]. Such behavior invites the application of new methods that 
are being developed for its detection and characterization [3].  

Universality.—The success of low-dimensional field-based interactions in 
predicting the behavior of high-dimensional cognitive systems is on first impression 
unexpected. We can associate it by analogy with universality in statistical physics, the 
observation that when systems with very different internal structures are similarly 
constrained, their behaviors can converge [36]. While we have empirical evidence for 
such universality, we are far from understanding in detail when it arises and how far 
we can exploit it, and its theoretical elaboration would be extremely valuable. 

Hybrid Symbolic-Subsymbolic Reasoning.—Ghosts are lightweight, stigmergic 
agents, guided by subsymbolic computations. Their behavior is controlled by their 
internal personalities and the environment in which they are immersed. Symbolic 
processes that need to interact with them can modulate these two points of contact. 
This whole matter of the interface between symbolic processes (which are 
understandable to humans) and sub-symbolic ones (swarming ghosts) is full of 
potential for hybrid systems [39] that combine the benefits of both approaches. In 
principle, the polyagent is already a hybrid system, since the avatar is not constrained 
to be stigmergic, and could in principle be a BDI agent with full symbolic reasoning. 
In this approach, the swarming ghosts serve the purpose of the symbolic agent. Other 
approaches include mixing ghosts and more complex agents as peers, using a 
symbolic layer as a user interface to swarming agents, or embedding symbolic 
structure in the environment that the ghosts manipulate subsymbolically (discussed in 
the next section).  

4.2   New Applications 

Information Fusion.—In many domains, multiple reasoning mechanisms are 
available, each with its champions who extol its superiority over its rivals. There is 
growing evidence both anecdotal and formal [28] that a combination of diverse 
competent reasoners can often outperform a single reasoner that is superior to any one 
of them. Combining mechanisms, such as bagging, boosting, and Bayesian model 
averaging are available for classifiers [4]. Polyagents offer a mechanism to fuse less-
structured data and reasoners. In fact, our work on battle prediction (Section 3.3) 
offers a static example of this, using a geospatial statistical model for threat regions 
and a Bayesian net reasoner that identifies likely enemy objectives to modulate the 
pheromone field to which ghosts respond. 
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Individual reasoners can constrain a polyagent simulation, in one or more of three 
ways. 
1. As in Section 3.3, they can deposit digital pheromones at specified locations. A 

field dedicated to a specific predictor enables the ghosts to respond directly to 
that predictor.  

2. By default, avatars generate ghosts with random personalities and rely on 
evolution to find personalities with predictive value. A predictor can speed up 
this process by setting default values for ghost personalities directly. If these 
default values are correct, the evolution will converge more rapidly to high-
fitness ghosts. 

3. Predictors can change the structure of the simulation environment, adding or 
removing nodes and links.  

Evolution enables ghosts to prefer the pheromones with greatest predictive value at 
any moment, thus selecting dynamically among the predictors, and dynamically 
adjusts the population to give appropriate weight to ghost personalities generated by 
various predictors. Thus polyagent information fusion automatically prefers the 
reasoners that can make the greatest contribution to the system’s objective at any 
moment, based on recent performance, and shifts to other reasoners dynamically as 
circumstances change. 

While we have demonstrated polyagent information fusion for a fixed set of 
reasoners, there is ample room for new development to enable an open environment 
for fusion of an arbitrary set of reasoners in a given domain. 

Swarming over Task Networks.—Applications of polyagents to factory control 
and traffic flow on highways already demonstrates their potential in environments that 
do not have the regular structure of a lattice or manifold. These networks are flat, and 
do not reflect the hierarchical structure implicit in many planning tasks. We are 
currently exploring mechanisms for using polyagents to develop coordinated 
schedules over hierarchical task networks, in particular those represented in an 
extension of the TÆMS formalism [15, 25]. A planner may develop such a network to 
express a set of high-level tasks that need to be accomplished and the individual 
actions that can support them, but the problem of coordinating a set of agents to 
develop a schedule over this plan (an assignment of resources and times to specific 
actions) is combinatorially complex. By embodying complex symbolic relationships 
in the environment, we bring the highly efficient subsymbolic processing of 
stigmergic agents to bear on intrinsically symbolic problems. In effect, we have 
externalized the symbolic aspect of the problem, moving it from within a single agent 
to the space within which agents interact. 

5 Conclusion 

Polyagents are a thorough-going approach to using simulation in support of agent 
decisions. They have been applied successfully to a range of problems, and provide 
the stimulus for a rich array of ongoing research topics that we and others are 
pursuing.  
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Perhaps the most interesting feature of polyagents is their multidisciplinary 
imitative origin. For example: 

·  Their underlying software structure is based on multi-agent simulation. 
·  The use of stigmergic coordination is modeled on pheromone systems in social 

insects. 
·  The training process used to adapt the ghosts’ weight vectors to the recent 

observed behavior of the entity being modeled is a genetic algorithm, inspired 
by biological evolution. 

·  The motivation of considering multiple trajectories comes from the realization 
in modern physics of the importance of trajectory divergence resulting from 
sensitivity to initial conditions. 

·  The reasonableness of using a low-dimensional model to approximate a high-
dimensional reality is inspired by the phenomenon of universality in solid state 
physics. 

The convergence of these various inspirations yields a construct of great flexibility 
and breadth of potential application.  

One important alternative to such an imitative approach is a derivational approach 
grounded in mathematical formalism. For example, artificial intelligence was for 
many years closely identified with programming languages rooted in formal logic, 
such as Lisp (a direct expression of Church’s lambda calculus) and Prolog (based on 
Horn clauses). A number of the alternative approaches to agent decision-making 
summarized in Section 1 reflect this more formal orientation. 

At base, this distinction reflects the age-old tension between “neats” and 
“scruffies” in the AI community. Yet in fact the imitative nature of polyagents opens 
a door to address this tension. The various disciplines that inspire this construct have 
all been the object of some degree of formal modeling. As polyagents demonstrate 
their value to an increasingly broad range of applications, these theories become 
available to inform design decisions and interpret the results of polyagent models. The 
foundation of polyagents is indeed in empirical science rather than abstract 
formalisms, but the mathematics to develop disciplined engineering methods for 
polyagents can be drawn from the same disciplines that inspired the construct 
initially, and much of our ongoing research agenda is directed to this end.  
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